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Abstract 1 Introduction

Credence Systems Corporation (Credence) has a long tra-
dition of maintaining 100% backward compatibility when

When an Automated Testing Equipment (ATE) compdgigasing new software. Test programs written 10 years
designs a new System' the issue of backward Compatiggo will execute on the latest version of the Quartet test
ity is always a major concern, both for the company arfystem. Customers have been saved from needing to port
its customers. If backward compatibility is maintainedest programs when a new system or release came out, but
the ATE application engineers face the difficult task 8fere has been a cost. The customers are forced to use an
trying to support new features on an aging system. TAgiNg Application Program Interface (API), and the kinds
alternative is to face the problem of converting old te8f optimizations available to Credence software develop-
programs to the new environment. Translation of lega€ys are greatly restricted.
code involves an automatic translation tool, and someCredence recently made the decision to migrate from
application effort applied to those problems the transl&unOS 4.3 to the Solaris. This in turn required a change
tor couldn't resolve. To minimize the amount of workom Kernighan & Ritchie (K&R) style C [KR78] to
required from the application engineers, the tool needdNSI C [KR88, ISO90]. This was forced upon Credence
to be semantically-aware; that is, the tool must contalbecause the C compiler used on the original configura-
domain-specific knowledge and use that knowledge whiem is not available under Solaris. The C compiler chosen
translating. The more knowledge a tool has at its diger the new configuration is the GNU C Compilefct),
posal, the less code an application engineer is forcedwdich compiles ANSI C. Whilgjcc can be configured to
translate by hand. be very forgiving of non-ANSI code, it is nhowhere near
as lax as the original C compiler. In addition, the ben-
Until recently, it has been difficult to perform auto€fits Of requiring ANSI-compliance are great. Credence
matic translation satisfactorily because it was not co&SO t0ok this opportunity to make significant changes to
effective to write a translator that possessed such semif Automated Testing Equipment (ATE) API; in partic-
tic understanding of the test programs. By making go&l)ar, the cc_entral data s;ructure was made into an abstract
use of Functional Programming techniques and tooldatatype, in order to give Credence software developers
we were able to construct a cost-effective, semanticalfjre freedom in optimizing the internals.
aware translation tool in a fraction of the time needed by Committing to these changes presented Credence with
traditional methods. Based upon its performance durir age-old problem: how to cope with legacy code? Cus-
testing, we believe the tool to correctly translate the méemers’ test programs now need to be updated:
jority of test programs, thereby greatly easing the appli-
cations engineers’ burden. e They need to be Solaris-compliant;



e They need to be ANSI-compliant, and 2 The Problem

e They need to use the new API. There are two fundamental requirements for the transla-

Care must be taken to minimize the impact to custome%’,n tool:

while preserving the readability and correctness of their, Transiated code must compile correctly on the new
code. _ _ system.

This paper describes the automated translation tool that
Galois Connections Inc. (Galois) developed to solve Cre-e Code changes should be as minimal as practical.
dence’s legacy code problem. By building upon an ex- Translated code must preserve macros, comments,
isting C parser and analysis toolkit written in the func-  and existing code structure.
tional programming language ML [MTHM97], Galois o o
was quickly able to construct a translator that could Cogge firstis a correctness criterion; the second ensures that
with all three of the points above. The output of the Tran¥1€ Upgrade has minimal impact on Credence’s customers.
lator is a list of necessary changesditt £ [MANa] for- All of the challenges arising from this project stem from
mat. Thisdiff file is passed to the UNIbatch utility the fact that there is significant tension between the two
[MAND], producing the translated program. Using thEguirements.

the translator code acted uppost-processed codéhat

o Only those parts of the original program tmatedto is, code that has been run through the C preprocesgor

be changed get changed, so impact on customer c@#is is the code that C compilers actually work on: all

is minimized. comments have been removed and macros expanded. But
e . - doing so would violate the second requirement.
* Thediff file provides an explicit log of the changes In order to satisfy both requirements, the translator

that are proposed. must produce prepp code. This means that the translator
° patch can also use the Translators f £ Output to must be aware of Commenﬁs;lefine’d macrOS,#ifdef
reverse the translation. structure, andinclude files, preserve them in the output,
and ensure that the result compiles on the new system.
The Translator does not constitute a 100% solution; there

are bound to be cases that the Translator cannot cope wétr}[ Compilation Requirements
In such cases, a Credence Applications Engineer will b& P q

needed to do the translation by hand. In practice, we @oadly, the requirements stemming from the need to
pect the tool to correctly translate more than 95% of tagdve code compile withce on the new system may be

code. divided into three categories:

The rest of the paper is organized as follows. Section 2
describes in more detail the requirements of the translae Translated code must compile under Solaris;
tor, gives examples of the kinds of translations required, )
and discusses the issues that arose as a result of those -1 'ansiated code must be ANSI-compliant (or close
quirements. Section 3 presents the basic idea of Galois' ©): and
solution, and Qescribes in'some detail the t_ranslation Pro+ Translated code must use the new API.
cess. In Section 4, we discuss the Functional Program-
ming technology that underlies the Translator. We will look at each of these in turn.

As the tool is still being readied for deployment at the
time of writing, accurate figures for performance are n8blaris Most of the differences between SunOS 4 and
available. Section 5 presents some figures based on the Solaris lie in aspects of the operating system itself
Translator’'s performance during testing so far, and Sec- (such as signal mechanisms). The test programs tend
tion 5 concludes. not to be heavy in their use of OS primitives, so this



aspect of the translation is simpler than it first apmentation:
peared. However, the change to Solaris has intro- fdefine MS %0001
duced many new system function names, such as bdefi o

) . . . efine MA 0.001
signal andclock, which may collide with names
in test programs. These names are common in test
programs, and they must be renamed under Solaris

to avoid conflict. . func3d (20MA, 300MS);

ANSI There are major differences between K&R C andere, 20Ma is intended to mean “20 milliamps”, and
ANSI C, too many to detail here. Matters are fur3ooms is intended to mean “300 milliseconds”. In K&R
ther complicated in this case because the originalG; these work fine, since macro expansion acts at the
compiler was a very lax implementation of K&R Cstring level. In ANSI C, macro expansion acts at the lex-
Programs that would be in error with other K&R Geme level. Consequently, sinzeMa and300MS constitute
compilers would pass unscathed through the origingihgle lexemes. The problem is that whilex0. 001 is le-

C compiler. Among the most common problems igal ANSI C syntax, the single lexent®Ma is not, and is
this category are variables and functions being usggported as an error hytc.
without the relevanth file being included. ANSI C

also introduced the concept of function prototypegynctions whose return type has changed. There are
which are a more detailed kind of function type dety humper of functions defined by the Credence API, but
inition not available in K&R C. ANSI C compi_lers not implemented by it; they are intended to be imple-
use function prototypes do perform more stringef{ented in the test program. Credence made a few small
type-checking. The fact that the original C compileghanges to these functions a few years ago. These changes

was so lax in its type-checking only exacerbates thgd no impact to customers while they were using a K&R
situation. The difference between the way K&R ang compiler.

ANSI deal with#tde fine macros, coupled with some  sjnce the original C compiler didn’t require a func-

very imaginative macro usages, presents a very intggn's definition to be in scope before that function was

esting challenge (see Section 2.2 below). used, many customers didn’'t bother including the head-
New AP| Credence’s AP is based around a data strtfcr—s that defined thgse functions, and asa result the return

L : ype of these functions defaultediot. This allowed test

ture called @ INLIST. In the original API, it was de- .

' . . programmers to return values from these functions, even
fined as a typedef to an unsigned short, and this {p- . .

. g hough those values would always be ignored:

formation was visible to test programmers. The new
API makes that structure opaque. Thus, any test pro- testl () {
gram that used pointers to unsigned shorts instead of

explicitly definingp INLISTS, pointer arithmetic over

PINLISTS, or other operations that are possible be- return SUCCESS;
cause the inner structure pfNLIST is known, will }
break under the new API unless changed. These functions all returnoid. The return statement
above would yield an error undeec, so the Translator
2.2 Example Translation Issues must replace the statement with a simple return.

In this section we give some examples of the kinds gf,5que PINLIST.  The original definition fop TNLIST
problems the Translator has to deal with. was a typedef to unsigned short. Occasionally, for a va-

riety of reasons, customers decided to use unsigned short
Unit Macros. A common use of macros in test proinstead off INLIST when defining variables. This would
grams is to have macros denoting units, as a form of déead to situations such as:



unsigned short pl[] = The initial phase involves reading in all relevant header

{1, 2, 3 | LAST_PIN}; files. These include all Solaris system files, all external

int someUnrelatedVariable; Credence API files, and all internal Credence API files.

e Every variable, function, type, and macro that is defined
func_test (pl, 0, 10); in these files is entered into a database. For each entity,

we record its name, type, header file of origin, and which
Here a funcion in the Credence ARbnc.cest, is be- &0 ISR Reon e G e e o e and
ing called. The function expectsrINLIST as its first . ' ' L :
parameter. This works fine under the old API, but th|gternal (_:redence header files is important, be_cause inter-
new API| define®INLIST as a structure. In order for thisnal functions are not supported, and are not intended to

code to function as intended under the new API, a nuﬁl? used by the test programmer. The Translator warns of

ber of changes must be made. Simceis being passed such usages, but does not remove them.

into a function expecting aINLIST, its definiton must ~ Other sets of header files may be added to the database,
be changed. This is more than just a simple textual si@heeded. For example, a customer site may have a com-
stitution, however. Sincel’s original static definition is Mon testing library of their own that their test programs

incompatible witho1's new type, it must be explicitly ini- use. The Translator will be deployed with a database
tialized. The resulting translation is: already populated with standard Solaris and Credence

header files, so that users need only add those headers that
are specific to their site or project.

The second phase of the translation proceeds by read-
ing in a single source file. The file is parsed: translated
from text into an abstract syntax tree, a data-structure en-
abling analysis of the source file. This is similar to the
second phase of a C compiler, which follows application
of the preprocessor. In fact, the Translator’s parser is a
little more sophisticated than that of most C compilers,
because of our special needs and the fact that we need to
parset-directives as well.

The variableol has been changed toPaNLIST, and the g heart of the Translator is a suite of functions that

c:eatlon func(t;on hss been called. The static values gig over the abstract syntax tree and generate changes
also assigned to the structure. Functibme-test IS yhat myst be made. Each of the tasks mentioned above

cglled as before, bu.t now its parameters are typg correcls a corresponding function. Some of the functions are
_Fmally, thepINLIST is destroyed before the function ex'simple, like the one that discovers when a return value ap-

Its. pears in a function that returr®id, and changes the re-
turn statement into a simple return. Others, like discover-

3  The Solution ing when a header file needs to be included, require more
analysis. The most complex of all of the functions is the

The Translator works by parsing C source files one @€ responsible for theiNLIST translation. It incorpo-
a time, analyzing them to discover what changes dRI€S @ clever type inference algorithm, which is capable
needed, if any, and then outputting a list of changes IQg‘_d!scovermg when variables not declaredras1.1STs
quired. This section explores that process in more deta@e in fact used as such.

The translation process has two phases. The first build§he changes generated by all of these functions are
a database of known entities, and the second analyzdsdinto a difference engine, which composes all of the
source file, using that database to build a list of requirelanges and outputs themdnf f format. Typical output
changes. looks this:

PINLIST *pl = pinlist_init();
int someUnrelatedVariable;

pinlist_addPin(pl, 0, 1);
pinlist_addPin(pl, 1, 2);
pinlist_addPin(pl, 2, 3);

func_test (pl, 0, 10);

pinlist_destroy (pl);



2a3,9 SunOS 4.3 to Solaris and enforce the use of the new
> opaquePINLIST API.

> Firstly, we could provide detailed guidelines to allow
> #include "box.h" clients to translate their programs by hand. This may be
> #include "summary_protos.h" acceptable if the number of programs were small, but the
> #include "shutdown_device.h" installed base of test programs is in the order of tens of
> thousands. It was simply not feasible to expect clients to
> change so many lines of their legacy tester code.

3cl0 Secondly, we could provide scripts (written, for ex-

< int initialize tester() { ample, inperl [Vro96]) that make syntactic changes to
- client programs. In the past, Credence has used such
> void initialize_tester () { scripts to translate programs from one version to the next,
4cll but the current translation task is much more complex than
< return 99; any attempted previously. The difference between K&R
- C and ANSI C is profound, and the task of converting

> return; programs that had used an open datatype to the use of an

The UNIX patch utility understands this output and use@Pstract one is daunting. This is beyond what can reason-
it to transform the original test program into the a prgi!y be done with a scripting language.

gram that uses the new API, and compiles under Solaris! hirdly, we could provide a semantically-aware trans-
with gcc. The notationz, 3a9 means that the following lator. It became obvious very qgickly that such a transla-
8 lines will be added to the original program. In thior was needed; the problem quickly became one of where
example, thregtincludes were needed. The next twdo find such a beast. The first attempt looked at modifying
patch directives result in changes reflecting the fact tHBg open source ANSI C compilgtc. There are some
initialize_tester has been changed to returnid. fL_mdamentaI problems with using such a compiler to pro-
Lines prefixed by £” are the lines in the original that arevide a translator.

to be replaced; lines prefixed by™are the lines intended
to appear in their place.

All of the changes derived by the Translator are pre- . i~ - L
sented in this easy to understand format, enabling applica- M°dify. requiring specialized knowledge of their in-
tions engineers and customers to readily see what changes €M@l algorithms. A senior engineer with some ex-
are proposed (or have been enacted). The same file can PE"€nce with compilers spent a month working on
also be used to undo any changes, should they be erro- modifying gec with very little success.
neous.

e Compilers have some of the required level of se-
mantic understanding, but compilers are complex to

e Compilers are written to understand program with
the aim of producing an executable image, not out-
putting the original programs with modifications.
Compiles pay no attention to things that matter to

In this section we discuss the possible approaches to the human users, like comments and layout of code. If

problem, and explain some aspects of Functional Pro- no one was ever going to need to read or main-

gramming, the powerful technology behind the Transla- tain the modified program, a compiler would make a

tor. solid base for a translator. However, making the re-

sult readable interferes severely with the functional
changes required.

4 The Underlying Technology

4.1 Possible Approaches

There are at least three possible approaches to generaé- Even having overcome these difficulties, the ma-
ing the code changes required to allow the migration from jor change of makingINLIST'S structure opaque



requires knowledge of analysis systems powerful Building upon the SML/NJ C-Kit [HOM], a C
enough to recover the underlying abstraction. front-end for the functional language Standard ML

i [MTHM97], Galois was able to produce a translator
Through some research Credence discovered that there prototypé in just four weeks. The prototype’s core

was a technology that was capable of providing a oqyles were of sufficient quality that they com-
semantically-aware translation: Functional Programming. prise the core of the finished tool. We estimate that

the same task, using traditional methods and build-
4.2 Functional Programming ing upon a similar toolkit for manipulating C code,

) . would have taken at least 3 months.
Functional programming languages have been under de-

velopment in universities for the last twenty years, and ares Functional programs make strong use of powerful
now ready for prime-time. They provide many features type systems, and Galois’ engineers are experienced
that are directly relevant to the legacy code problem: in both the design and implementation of type sys-
tems in functional languages. The techniques and ex-
perience of implementing type systems was directly
applied to the analysis required to recover the ab-
straction behind theINLIST structure.

e Tree-manipulation is the bread and butter of func-
tional languages. They provide very concise meth-
ods for specifying the structure of recursive trees,
and for describing passes over trees which collect

information, and which can generate new versiogsg|ois chose the functional language Standard ML pri-
of the trees. This is directly relevant to code trangnarily because of the existence of the C-Kit and the fact
formers because, after parsing, code is represengiggk pasalic had done significant work in Standard ML us-
as an abstract syntax tree. Writing analysis passefi§ the C-Kit to implement a prototy @ NLIST analysis.
straightforward, even when very complex or subtigther functional languages, such as Haskell [P3Hand

information is being gathered. Functional languagescami [Ler], would also have been suitable.
are not appropriate for all tasks, but of all the ap-

plication for which functional languages have been
demonstrated, handling and manipulating computér3 ~ Other translators

programs has consistently been the most popular.ArmoDomini [EHM*99], produced by Danish software

e Functional language programs are typically 1/10 f§gmpany Hafnium ApS, used a complex type system to
1/5 the size of corresponding programs written find YZK related sho_rtcomlngs m_software. The tool
languages like C++ or Java, and this translates #{@S implemented using the ML Kit [BRTT93], a Stan-
rectly to a productivity increase. It has often beefgrd ML compiler with some special memory manage-
said that a well-written function program reads like A€t features. The authors claim that the project would
design-document, and that programming in the funigave bt_aen impossible without the use of functional pro-
tional language is design-level programming. Th&amming technology. _
raises the question as to how all the implementationsThe translator FermaT [War99] is able to capture the
details get added. The answer is that the functiorfptire functionality of an IBM mainframe assembler pro-
language compiler provides them. Often it can gyam, and produce an equivalent, maintainable C or
a great job, and produce code comparable in effOBAL program.
ciency to C++ code that might take days to produce The Design Maintenance System[MB97] is a software
by hand. In other cases, the code may be signfibgineering toolkit produced by Texas software company
cantly less efficient. However, when the code is neemantic Designs. It is intended to support the incremen-
speed-critical, the trade-off between code-efficiené§! engineering and maintenance of large application sys-

and programmer product|V|ty should be Welghted to- 1|t was able to derive a list of header files needed to be included in

wards productivity: The ensuing reduction bOt_h IR source file, discover when Credence API entities were shadowed by
software cost and in time to market are compellingiocal definitions, and output the appropriate file.




tems, driven by domain knowledge, semantics, capturedrhat said, we are sure that the Translator will be prove
designs and automation. to invaluable. Credence had a team of engineers comb
The principals behind the latter pair of products hawbrough the 900 files mentioned above, translating them to
a background in rewrite systems, which are very closeBplaris/ANSI by hand. This took approximately 6 engi-
related to functional programming. neer month& The Translator can translate the same set of
files in less than two hours. Of course, since the Transla-
tor is not a 100% solution, an applications engineer would
5 Performance need to work on some of those files. Just how much field
intervention will be required remains to be seen, but we
The tool is being readied for deployment at the time afe confident that it will be within tolerable limits.
writing, so accurate metrics of its performance and time
saved due to its use are obviously not available. However,
we can give some figures based upon the Translator’s be-
havior during the (ongoing) testing phase. 6 Concluding Remarks
Recall that the Translator's operation may be divided

into two phases: known entity database creation, and , )
translation: The Translator is capable of successfully translating al-

most all test code, and the translated result is as easy

e Typically, when creating the database of known efP read as the original code. By making thenLIST
tities, the Translator processes between 1,000 #ffatype opaque, Credence has given itself greater free-
2,500 header files. Our test suite contains aroudl@m to optimize the implementation of its system archi-
2,500 header files, comprising around 100,000 lint&Fture without inconveniencing its customers. Their cus-
of code. The Translator processes these files in |é@g1ers can now take advantage of state-of-the-art operat-
than 45 seconds on a Pentium Il 900 MHz. ing systems and faster testing environments with a mini-

mum of fuss.

e We have tested the TransIaFor on abput 1000 fllesBy using functional programming, Galois was able to
(some 100 created by Galois, for unit and regreggoqyce a high-quality tool with a small team of engineers
sion testing; the rest being representative of real sty matter of months. Such techniques are not limited
programs, provided by Credence), comprising Ovet@ ihe translation of legacy code. Galois uses functional
million lines of code. On that input, the Translatopqgramming as its core technology, designing executable
processes more than 300 lines per second on aygkqels of complex systems, domain-specific special pur-
agé. pose languages, and powerful analyses.

The most important factor in judging the success of the
Translator from Credence’s point of view is time: how
much time will be saved by using the Translator instead Rtknowledgments. Early work on thePINLIST com-
some alternative? This is impossible to measure and ey@fhent of the translator was done by Pasalic in co-
quite difficult to estimate. (It is worth noting that Crepperation with Professor Tim Sheard, of the Oregon Grad-
dence’s clients have many millions of lines of test codgyte Institute, and his help is gratefully acknowledged.
between them. Translation by hand is simply not an ea@jithout the SML/NJ C-Kit, this work would have been
nomically viable option.) more difficult, and would have taken much longer. We
2processing time varies greatly between the Solaris/ANSIconversfalnSO indebted tO_LeS Hemrr_nngson and Rand)_/ Sml.th of
pass and theINLIST translation pass: the latter is an order of magnﬁredence for their valuable input throughout this project.

tude slower. This is mainly due to the fact that the Solaris/ANSI pass

need not process header files if they exist in the known entity database

whereas the INLIST pass must process them regardless, in order to de- 3The main task of the team was to discokiewto do the translation,
rive accurate type information. so this is an unfair comparison. But it's the only one we are able make.
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