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ABSTRACT their sheet music. We assume that a composer may con-

sistently write changes in note combination, tempo, and
underlying harmony unique to their style. The problem
of identifying a personal style in the written score is far
more complex then the identification of style in an actual
performance, as different genres of music composition
have specific rules of which a composer usually adheres

We present a novel application of Fisher kernels to the
problem of identifying famous composers from their sheet
music. The characteristics of the composers writing style
are obtained from note changes on a basic beat level, com
bined with the notes hidden harmony. We are able to
extract this information by the application of a Hidden

Markov Model to learn the underlying probabilistic struc-

ture of the score. We are able to use the model to gener,,, propose a HMM for sheet music. The key con-

f‘ge hew sheedt mus]((j: b‘ﬁ.Gdt(.)n a speC|f!c compos?:r: :uréept of HMM theory is, given a sequence of observed
K ermlore vge I?l'ggl el\a : 'Ea Icl)\/rl] %orlnparll_sq? lés('jn? ISN€T events to find the most probably hidden state sequence
ernels and a Hidden iarkov Model on fimited data. of the observed sequence. In our model the hidden

state is the underlying harmony. An application of
Keywords: Fisher Kernel, HMM, SVM, Composer €xample-based music generation using Markov Chains
Identification. on notes was done by Kohonen et al. (1991). Furthermore
we use the Fisher kernel for the identification task, as the
underlying concept is that the fisher score, which mea-
1 Introduction sures the change a probabilistic model must go through
. . _ in order to accommodate a hew sequence, will be able to
In the last several years music information retrieval, oyiract from the model more information than given by
generation and classification has become a major topicy,qjr output probabilities alone. In our experimentation

of interest. The analysis of music has been addresseq, compare the application of the two approaches on
using natural language modelling and statistical models | ,itad data

that have been mostly focused on digital audio resources.
Batlle and Cano (2000) have applied Hidden Markov 114 papers outline is as follows:

Models (HMM)(Rabiner, 1989) on audio fragments ggcion we provide a description of our representation of
for music segmentation and classification (Batlle et al., ¢aet music and a description of the HMM used. Section
20|04)‘ V\:1h|le others gavelapp;lled grﬁmmatmgl induction 3 o, tines the Fisher score and Fisher kernels algorithm.
to learn the genre and style of MIDI files. An interesting v, then present experimental set up and results in section

review of music generation from statistical models is 4 and conclude in section 5 raising suggestions for future
given by Conklin (2003). research.

In the following

In previous work (Saunders et al., 2004) we have ] .
presented a novel application of string kernels to the 2 Hidden Markov Model for Sheet Music

problem of recognising famous pianists from their style Using Mup 5.0 software by Arkkra Enterprisésto

of pIaying: This was done using a measurement of the provide us with a machine readable format of sheet
changes in beat-level tempo and beat-level loudness

: . : music. Mup takes a text file as input and produces

Eﬁsnggrfgme\:\s/ldgraerinzooal)nfr?srg uar‘::idelfs rgfoﬁm%o(f) PostScript output for printed music. It can handle both

ying. . " regular notation and tablature notation. Mup can also pro-

we assume that a performgr may consistently produt_:(_aduce MIDI output and by using a third party extension to
loudness/tempo changes unique to themselves at specn‘lmup midi2mu, one can convert MIDI files to Mup files
points in a piece. In this paper we further continue this ' ' '

prior assumption to the problem of identifying famous

: . : : : We represent the musical score by breaking down
composers using minimal information obtained from

*http://www.arkkra.com/
2http://www.arkkra.com/doc/userpgms.html



the length of a bar intd6 states (i.e. notes), each state bar, the previous harmony, the previous note played and
consists of the length of %’th of a beat. The choice of its actual playing duration. The current note is dependent
L is arbitrary as we believe it to be of sufficient low-level on the current harmony in which we are in, the location

information to capture the common changes that occur. Inin the bar and the previous note played with its duration.
order to handle notes of a longer tempo, we keep track of While the current duration of a played note is dependent
the number of times a note needs to be repeated in ordePn the current played note, its location in the bar and the
to “complete” its actual length. previous duration of the previous note. In figure 1 a graph-

ical example of the dependencies between two layers of
The model consists of four nodes in total; - the the model is presented, these are also defined formally as
current Location in the ba# - the underlying Harmony  follows
of the played note/N - the played Note and - the

Duration of current played note. As the scores underlying P(LilLi-1)
harmony is unknownf! is defined to be a hidden node P(H;|Li; Di—1, Ni—1, H 1)
consisting of24 states,12 for the major andl2 for the P(N;|H;, Li, Di—1, Ni—1)
minor possibilities.V is an observed node witl8 states, P(Dy|N;, L;, Di D)

12 states for each note and th&’th state representing a
rest. We only havé2 possible played notes in the model were we use, for simplicity, the convention that fot 1
as we reduce all octaves to a single ohes an observed

node with16 states, one for each position in the hBris P(L1|Lo) = P(L1)

an observed node df6 states representing the duration P(Hy|Ly, Dy, No, Hy) = P(H:1|L1)

of the current note played, a value bfepresents a note P(Ny|Hy, L1, Do, Ny) = P(Ni|Hy, L)
being played forll6 of a beat and a value af; represents P(Di|Ny, L1, Dy) = P(D:1|Ny, Ly)

a note being played for the duration of the whole bar (i.e.

16 75 = 1). As we have defined our model to hal® e are able to claim with absolute certainty that when
notes per bar; anote € N played for the length, forsay, p, > 1thatD;;1 = D; —1, N;41 = N; andH, ., = H;,
7 in position one will be in fact the same note repeated as a note will not change while it is actually being played.
four times with a reducing duration, as shown as follows; Therefore we set the models probabilities to uphold this
Dy=4 Li=1,N =n condition a priori to the training of the model.

D2:3, L2:2,N2:n
D3:2, L3:3,N3:TL
Dy=1, L, =4, N, =n. The idea of generating a feature representation and associ-
ated kernel from a probabilistic model of our data is very
We define a model that would be both generic such thatappealing. It suggests a practical way of incorporating
it would be applicable for different types of scores and domain knowledge while still allowing us to use powerful
yet still specific enough to be able to extract the changesnon-parametric methods such as support vector machines.
along the underlying harmony. We define the following In this sense we can hope to get the best of both worlds:
model using the nodes described above. The location ofuse the probabilistic models to create a feature represen-
tation that captures our prior knowledge of the domain,
L while leaving open the actual analysis methods to be used.

3 Fisher Scores and Kernels

The most popular method of deriving a feature vec-
tor from a probabilistic model is known as the Fisher
score or Fisher kernel. This method creates a feature
vector from a smoothly parametrised probabilistic model

Layer 1 by computing the gradients of the log-likelihood of a

"""""""""" data item around the chosen parameter setting. This can

Layer 2 be seen as estimating the direction the model would be
deformed if we were to incorporate the data item into the
parameter estimation.

We now give formal definitions of these concepts.

Definition 1 [Fisher score and Fisher information matrix]
The log-likelihood of a data itemz with respect to the
modelm(6°) for a given setting of the parametet$ is
defined to be

a note is only dependent on the previous location, as we log Lgo (),

can only move from location to location2 and so forth  \yhere for a given setting of the parametéthe likelihood
until location16 which then the location sequence is re- g given by

peated. We believe that the underlying hidden harmony is

depended on a combination of the current location in the Lo(x) = P(x|0) = Py (x) .

Figure 1: HMM for Sheet Music.



Consider the vector gradient of the log-likelihood Input | Symbol strings, state transition probability
matrix Py (alb), initial state probabilities
(Blog Lo(x) ) N Py (a) = Py (a]ag) and conditional

i=1

g(0,z) = 90, probabilitiesP (o|a) of symbols given states.

TheFisher scoreof a data iteme with respect to the model Process| Assumep states, 1, ..., p.

m(6Y) for a given setting of the paramete¥sis 2 score (:, 1) = 0;
0 3 forw (:,0) = 0;
g (¢, ). 4 back (:,n) = 1;
The Fisher information matrixvith respect to the model forw (0,0) = 1; Prob = 0;
m(#°) for a given setting of the parametesis given by 5 fori=1:n
7 fora=1:p
Iy =E|g HO,x g 90,:1:/ , 8 forw (a,i) = 0;
[ ( ) ( ) } 9 forb=0:
where the expectation is over the generation of the data 10 forw (a, i) = forw (a,) +
pointz according to the data generating distributionm Py (ald) forw (byi — 1) ;

The Fisher score gives us an embedding into the feature E fend Nk \p _
spaceR” and hence immediately suggests a possible ker- 13 Oéw (a,9) = forw (a,9) P (sila)
nel. The matrixI,, can be used to define a non-standard 14 end
inner product in that feature space. 15 feonr a=1:p
_ . . . _ 16 Prob = Prob + forw (a, n);
Definition 2 [Fisher kernel] The invariant Fisher kernel 17 end
with respectot_o the _mod@h(eo) for a given setting of the 18 fori=n—1-:1
parameterg® is defined as 19 fora=1:p
B 0 N r—1_ /90 20 back (a, 1) = 0;
ﬁ(x,z)—g(é’,x) IMg(é‘,z). 21 forb=1:p
The practical Fisher kernel is defined as 22 back ((ab’|i)): ](OaCk |(Z)7 é) +k o )
Py (bla) P (5541 ack (b,2+1);
k(z,z) =g (HO,x)/g (90, z) ) 23 end
24 score (a, s;) = score (a, 8;) +
u back (a, ) forw (a,i) / (P (s;|a) Prob);
We will follow the standard route of restricting ourselves 25 foroc e ¥
to the practical Fisher kernel. Notice that this kernel may 26 score (a, o) = score (a, o) —
give a small norm to very typical points, while atypical back (a, i) forw (a, ) /Prob;
points may have large derivatives and so a correspond- 27 end

ingly large norm. There is, therefore, a danger that the in- Output | Fisher score= score

ner product between two typical points can become very

small, despite their being similar in the model. This effect Figure 2: Pseudocode to compute the Fisher scores for the
can be overcome by normalising the kernel. Another way fixed length Markov model Fisher kernel.

to use the Fisher score that does not suffer from the prob-

lem described above is to use the Gaussian kernel based

on distance in the Fisher score space 4 Experiements
lg (6°,2) — g (6°,2) |2 4.1 Experimental Setup
iz, 2) = exp | = 202 ' In our experiments we use the MIDI database from the

school of music in the University of ArizoAdor MIDI

For a detailed review of Fisher score and kernel seefiles of composition bylohann Sebastian Bach, Wolfgang

Shawe-Taylor and Cristianini (2004). Amadeus Mozart, Ludwig van Beethovand Georg
Frideric Handel We extract the following MIDI files for

We will be using fixed length hidden Markov mod- each composer:

els. For these the Fisher scores can be computed as shown

in Figure 2. Note that we have only computed the Fisher Johann Sebastian Bach

scores for the emission probabilitié¥o|a) for statea Brandenburg Concerto #2 in F (1)

and symbols. Further work will consider incorporating  Brandenburg Concerto #2 in F (11)

the Fisher scores associated with the transition proba-Brandenburg Concerto #2 in F (111

bilities Pys(bla). Note that in our application the state

variable incorporates the information of the hidden state Wolfgang Amadeus Mozart

as well as the bar position. This simple trick allows us to Sonata K. 545 (1)

handle the apparently more general situation of allowing Symphony #40 in g (11l

different emission probabilities for different positioms .

the sequence. 3http:/iwww.arts.arizona.edu/midi/



79 ;: = “1#'57 ‘ — 5

Ludwig van Beethoven
Symphony #6 in F (1)

i
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Georg Frideric Handet
Air from Keyboard Suite V in E major Figure 3: Mozart generated sequence.

Although this data is limited in size, it is the only .

publicly available data we were able to obtain that could ?Mﬂiﬂgﬁﬁm
be converted via Mup. The MIDI files were converted ’
into machine readable sheet music using Mup. Thenthe 5 . N
score’s for each composer were combined and divided =S —=— [ F= bbb a—ro
sequentially into separate samples, where each sample
contained equallyy bars. Therefore we obtait8 sam-

ples for Johann Sebastian Baclhere 14 are used as
training samples and as testing samplesl4 samples

for Wolfgang Amadeus Mozarwhere 10 are used as Figure 4: Bach generated sequence.
training samples and as testing sampleg4 samples for

Ludwig van Beethovemherel0 are training samples and g N Y : " ;
4 are testing samples and for Georg Frideric Handel Gl @ § = % o gt o Fop
where8 are using as training samples aBds testing

samples. In order to keep the methods comparable we use ,Q,(T e
the same training-testing sample split across the difteren e ’ ’ '

approaches.

In the following section we compute per method the
Receiver Operating Characteristic (ROC) true-positive
and false-positive values using Matfalzode written
by Fawcett (2004). This allows us to compare results "
across the two different methods. We also compute the = %‘f—‘—& ,B-mﬁ-aﬂigm gﬁgh;mﬁgg—ﬁg% ﬁf'
area under the ROC using the same package by Fawcett Lals ‘
(2004). The HMM model was implemented in Matlab
using the Bayes Net Toolbox written by Kevin Murghy

We have also used the OSU-SVBI00 toolbox for
Matlal® implementation of support vector machines (for o
more information regarding SVM’s see Cristianini and ated score’s in figures-3 we are able to observe a clear
Shawe-Taylor (2000)) with the set parameter settings, forQ|st|nct|on between the individual composers as depmtgd
the Linear kernel penalty paramet@r= 11 and for the in the actual generated sequence. .It may be |nterest!ng
Gaussian kernel penalty paramefée= 10 and Gaussian I furthe_r worll< to address thga “creative” aspect of music
width (5%;) = v = 0.1. These fixed settings may not 9eneration using HMMConklin (2003).

produce the best possible results, although we are unable

to tune our parameter due to our limited data. 4.3 I|dentification Results

Figure 6: Handel generated sequence.

) ) For brevity we us the following short hand across the
4.2 Music Generation tables in this section;

Following the training process of the individual models

per composer, we are able to generate sequences of “newM represents\olfgang Amadeus Mozart
sheet music using the learnt probabilities within the Barepresentohann Sebastian Bach
model. Demonstrating that the models had indeed learntB€ representsudwig van Beethoven

a particular relation of the notes as written in the sheet H represent&eorg Frideric Handel

music. )
In the following tables,X-Model refers to the HMM

We generate and present new sheet music as fol-Model trained on the training samples of compaZer
lows; In figure 3 foWolfgang Amadeus Mozaiin figure The results displayed undeéf-Model are for the testing
4 for Johann Sebastian Bachn figure 5 forLudwig van ~ S@mples of composeX versus the testing samples of the
Beethoverand in figure 6 folGeorg Frideric Handel remaining Composers.

Although several obvious harmonic errors in the gener- We test the classification rate of the Markov mod-
els, per composer, by computing the log-likelihood of a

4http://www.mathworks.com/ testing sample being generated by that particular model.
Shttp:/iwww.cs.ubc.catmurphyk/Software/BNT/bnt.html In table 1 the area under the ROC values, as plotted in
Shttp://www.ece.osu.edwimaj/osusvm/ figures 7-10, for the four HMM models are given. A area



under the ROC 06.5 represents randond{%). We are
able to observe that our proposed HMM, excluding the
model forLudwig van Beethovelis indeed able to learn
from the sheet music and identify quite efficiently the
different composers. It is interesting to observe the lower
then random identification result produced for thelwig
van Beethovemodel versusNolfgang Amadeus Mozart
and Georg Frideric Handelwhile the Georg Frideric
Handelmodel and th&\olfgang Amadeus Mozarhodel
are able to identifyGeorg Frideric HandelandWolfgang
Amadeus Mozartfrom Ludwig van Beethovenith very
high result.

Figure 10: HMM ROC curve for the Handel model.

Table 1: Composer identification area under ROC using
the HMM.

vs. | M-Model | Ba-Model | Be-Model | H-Model
M 0.88 0.25 1.00
Ba 1.00 0.94 1.00
Be 0.75 0.75 1.00
H 1.00 1.00 0.34

Figure 8: HMM ROC curve for the Mozart model.

Figure 9: HMM ROC curve for the Beethoven model.

Following section 3 we compute the Fisher scores,
per model (i.e. composer), for the training and testing

samples. The training samples are the same samples as
used for the HMM. We train our SVM on the training
samples fisher scores of the particular composer that
the model was trained on, as our positive labelled data.
Our negative labelled data for the training process are
the training samples fisher scores of the composer
that we are comparing against. The testing is the similar
process but with the testing samples from both composers.

In table 2 the area under the ROC values, as plotted
in figures 1114, for the linear kernel on the Fisher score.
It seems the the linear kernel of the fisher score is unable
to extract the relevant information for the composer
classification. Although further research into tuning the
SVM penalty paramete€ and further experimentation
with more data may yield a higher accuracy rate.

—— Bach-Mozart
— — — Bach-Beethoven
— — Bach-Handel

Figure 11: Linear Fisher kernel ROC curve for the Bach
model.

In table 3 the area under the ROC values, as plotted
in figures 15-18, for the Gaussian kernel on the Fisher



the Linear kernel, turning the SVM penalty parameter
: ot and Gaussian width parameteper model may result in
! a higher accuracy rate then currently reported.

Figure 12: Linear Fisher kernel ROC curve for the Mozart T -

! ~ -~ Bach-Handel

model. A

Figure 15: Linear Fisher kernel ROC curve for the Bach
model.

Figure 13: Linear Fisher kernel ROC curve for the ost
Beethoven model.

Figure 16: Linear Fisher kernel ROC curve for the Mozart
model.

Figure 14: Linear Fisher kernel ROC curve for the Handel |
model. | b

Table 2: Composer identification area under ROC using o er on W o i
the Fisher Linear kernel.

Figure 17: Linear Fisher kernel ROC curve for the

vs. | M-Model | Ba-Model | Be-Model | H-Model Beethoven model.

M 0.44 0.63 0.67

Ba 0.88 0.63 0.42 .

Be 0.69 R 042 We are able to observe that by using the HMM and the
H 0'92 0'59 D) : Gaussian kernel on the fisher score, we are indeed able to

identify composers given their sheet music. The results of
the Gaussian kernel on the Fisher score suggest that with
proper SVM parameter tuning we may be able to outper-
score. The Gaussian kernel over the fisher score is abldorm the HMM, as the Gaussian kernel seems to be able to
to yield a higher classification rate then the linear kernel, extract more information from theudwig van Beethoven
although slightly lower then the HMM. Again, as with model, achieving a higher area under the ROC value, then



Figure 18: Linear Fisher kernel ROC curve for the Handel
model.

Table 3: Composer identification area under ROC using

—— Handel-Mozart

— — Handel-Beethoven

the Fisher Gaussian kernel.
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